The Random Cluster Model for Robust Geometric Fitting
Trung Thanh Pham, Tat-Jun Chin, Jin Yu and David Suter
School of Computer Science, The University of Adelaide, South Australia
{trung, tjchin, jin.yu, dsuter}@cs.adelaide.edu.au

Abstract
Hypothesized line

Random hypothesis generation is central to robust geometric model fitting in computer vision. The predominant technique is to randomly sample minimal or elemental
subsets of the data, and hypothesize the geometric model
from the selected subsets. While taking minimal subsets increases the chance of simultaneously “hitting” inliers in a
sample, it amplifies the noise of the underlying model, and
hypotheses fitted on minimal subsets may be severely biased
even if they contain purely inliers. In this paper we propose
to use Random Cluster Models, a technique used to simulate coupled spin systems, to conduct hypothesis generation
using subsets larger than minimal. We show how large clusters of data from genuine instances of the geometric model
can be efficiently harvested to produce more accurate hypotheses. To take advantage of our hypothesis generator, we
construct a simple annealing method based on graph cuts
to fit multiple instances of the geometric model in the data.
Experimental results show clear improvements in efficiency
over other methods based on minimal subset samplers.

1. Introduction
The usage of minimal or elemental subsets underpins robust geometric fitting in computer vision [11]. A minimal
subset consists of the minimum number of data required to
instantiate the geometric model. Many robust fitting criteria correspond to objective functions which are difficult to
optimise. Moreover, in realistic operating conditions (e.g.,
in motion segmentation, planar homography detection), the
number of model instances or structures must also be estimated. For such challenging problems, discretizing the
parameter space by sampling and fitting minimal subsets is
essential for computational feasibility.
Clearly, the quality of the sampled hypotheses is critical to the efficiency and effectiveness of the fitting. The
premise is that a hypothesis fitted on a “clean” sample (i.e.,
a minimal subset containing only inliers) may approximate
closely a genuine structure. However, it is well known that
taking minimal subsets amplifies the underlying noise [11],
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(a) A hypothesis fitted on a minimal subset.
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(b) A hypothesis fitted on a larger-than-minimal subset.

Figure 1. Examples of hypotheses generated for 2D line fitting using (a) a minimal subset and (b) a cluster sampled from our RCM.

and even clean samples may yield hypotheses which are arbitrarily far from the true parameters. Fig. 1(a) illustrates
this condition. Intuitively, the quality of hypotheses fitted
on subsets containing a larger number of inliers may be generally higher, as Fig. 1(b) shows. However, the probability of sampling clean subsets decreases exponentially with
the increase in the size of the subsets [11], which entails a
greater sampling effort to generate good hypotheses.
In this paper we propose to use Random Cluster Models
(RCM) as a means to generate hypotheses based on subsets
larger than minimal. The RCM follows from the SwendsenWang method [16] widely used in statistical mechanics to
simulate coupled spin systems. More specifically, we produce model hypotheses fitted on clusters of data sampled
using the RCM; Fig. 1(b) and 2(b) show actual clusters produced. Leveraging on the inherent spatial smoothness of
the data, the RCM avoids the exponential growth in sampling effort required to retrieve large subsets of inliers. We
also introduce an online method to learn the RCM such that
meaningful clusters can be efficiently generated. This sup-

(a) Labeling f corresponding to an intermediate result Θ.

ric model onto data contaminated with outliers. We follow
the work of [5] to formulate geometric fitting and model
selection as a labeling task, which allows the introduction
of energy terms that impose the smoothness of the assignment of points to the geometric structures. We show that
our RCM hypothesis generator contributes significantly to
improving the efficiency of the associated optimization.
Compared to other geometric optimization methods [15,
9, 7, 17, 8, 20], our annealing approach is also superior since
it performs hypothesis sampling and fitting continuously.
Virtually all the other methods are conducted in two isolated
stages: First a large number of hypotheses are generated,
then the subset of the hypotheses that maximize the fitting
likelihood are obtained (e.g., via facility location [9, 8] or
Dirichlet Mixture Modeling [7]). It is clear that the efficacy of the optimization is subjected to the quality of the
generated hypotheses, which is unknown prior to the optimization. An exception is the recent method of [12] based
on Adaptive MCMC. However, the method is still subjected
to the vagaries of minimal subset estimation.
The rest of the paper is as follows: Sec. 2 describes
our simulated annealing approach to multi-structure geometric fitting. Sec. 3 explains our RCM hypothesis generator which forms an integral part of our algorithm. Sec. 4
analyzes the advantages of our approach against other alternatives. Experimental results on several vision tasks are
detailed in Sec. 5, and finally we draw conclusions in Sec. 6.

(b) Clusters sampled from the RCM conditioned on the f in (a).
For clarity singleton clusters (mostly outliers) are not shown.

2. Simulated Annealing for Geometric Fitting

Figure 2. Hypothesis generation using the RCM on a multihomography detection task (showing only one of the two views).
(a) An adjacency graph with the color of the vertices showing the
labeling f implicitly defined by an intermediate solution Θ. (b)
Set of connected components sampled from the RCM given the f
in (a). See Fig. 4(d) for the final fitting result of our approach.

Our goal is to estimate the multiple instances of a geometric model Θ = {θc }kc=1 embedded in the input data
X = {xi }N
i=1 which is usually noisy and outlier prone,
i.e., not all the data are associated with a genuine structure.
Both the number of structures k and the model parameters
{θc }kc=1 are to be estimated. The task is usually accomplished through the optimization of an objective function

ports the retrieval of high quality hypotheses which in turn
raises the efficiency and accuracy of geometric fitting.
Our method can be regarded as guided sampling for
data subsets of arbitrary size. This extends previously proposed guided sampling schemes for minimal subsets, which
take advantage of meta-information (e.g., keypoint matching scores) or assumptions on data distribution (e.g., inliers
tend to form a cluster) to speed up the retrieval of clean
samples; see [14, 4] for a survey. While their chances
of “hitting” the inliers within the data are improved, such
algorithms will inevitably suffer from the consequence of
multiplying probabilities successively, thus ruling out their
straightforward application to sample larger data subsets.
To capitalize on our efficient hypothesis generator, we
propose a simple annealing method based on graph cuts to
optimize the fitting of the multiple instances of a geomet-

J(Θ) = E(Θ) + O(Θ)

(1)

comprising jointly of fitting error E(Θ) and model complexity O(Θ). The complexity term relates to the number
of parameters required to define Θ, and is usually proportional to the number of structures k in Θ.

2.1. A simulated annealing and graph cut approach
Recent work suggests that spatial smoothness constraints
on neighboring data [5, 20] are helpful towards more accurate geometric fitting. In our work this is achieved by
accommodating a set of labels f = {fi }N
i=1 which assign
each xi to one of the structures in Θ, or designate xi as an
outlier. Following [5] we define the fitting error in (1) as
E(Θ) =

N
X
i=1

D(xi , fi ) +

X

<i,j>∈N

V (fi , fj ).

(2)

Here, the labels f are implicitly defined given Θ; we discuss how f is obtained after introducing all the terms in the
energy function. The data cost D(xi , fi ) is constructed as
(
if fi ∈ {1, . . . , k},
r(xi , θfi )
D(xi , fi ) =
(3)
σ
if fi = 0,
where r(xi , θfi ) is the absolute residual of xi to structure
θfi , while σ is the penalty for labeling xi as an outlier. The
smoothness cost V (fi , fj ) derives from the Potts Model
(
0
if fi = fj ,
V (fi , fj ) =
1
if fi 6= fj ,
which in (2) requires a neighborhood graph G = (V, N ).
The vertices are simply V = X , and we follow [5] by constructing N from the Delaunay Triangulation on X , hence
drawing edges < i, j >∈ N between spatially close data.
Fig. 2(a) shows an example from homography detection.
Given Θ computing the f which globally minimize (2) is
NP-hard [3]. We resort to α-expansion [3] which can very
efficiently reach a local minima. However for consistency
of our annealing procedure it is vital for f to be deterministic given Θ = {θc }kc=1 . We achieve this by initializing

0
if min r(xi , θc ) > σ,
(0)
c
fi =
argmin r(xi , θc ) otherwise,

Algorithm 1 Simulated annealing for geometric fitting
Require: Initialize temperature T and structures Θ. Obtain
labels f of Θ via α-expansion.
1: Sample n ∼ U[0,1] .
2: if n < 0.5 then
3:
Sample a new hypothesis θ via the RCM (Sec. 3.2).
4:
Update the RCM using θ (Sec. 3.1).
5:
Θ′ := Θ ∪ θ.
6: else
7:
Randomly select one θ in Θ.
8:
If |Θ| > 1 then Θ′ := Θ \ θ.
9: end if
10: Obtain labels f ′ of Θ′ via α-expansion.
11: if J(Θ′ ) < J(Θ) then
12:
Θ := Θ′ , f := f ′ .
13: else
J(Θ)−J(Θ′ )
T
, Θ := Θ′ , f := f ′ .
14:
With probability e
15: end if
16: T := 0.99T and repeat from Step 1 until T ≈ 0.

where Z is the partition function and 1(·) returns 1 if its
argument is true and 0 otherwise. Positive coefficients βij
favor large clusters of the same labels. The SW method
introduces binary “bond” variables d = {dij } such that

c

(0)

(0)
{fi }N
i=1

and use f =
as the initializer for α-expansion.
We then take the outcome of α-expansion in minimizing (2)
as the implicit labels of the given structures Θ.
Algorithm 1 details our simulated annealing approach to
minimizing the overall energy function (1). Our algorithm
performs a series of births (adding a new structure to Θ) and
deaths (deleting a structure from Θ) to explore solutions of
different complexity. An inferior proposal is accepted probabilistically such that local minima may be avoided. An
important feature of our approach is that fitting (label optimization) and hypothesis sampling are conducted alternately and continuously. This allows more effective and
global exploration of the solution space. Another crucial aspect is that hypothesizing a new structure for the birth step
is achieved using our RCM (described next), allowing very
rapid minimization of the objective function.

3. The Random Cluster Model
An important component of our approach is an efficient
hypothesis generator based on RCM [10]. The model follows from the Swendsen-Wang (SW) method for simulating coupled spin systems [16]. Given an adjacency graph
G = (V, N ), the Potts Model is defined as
1 Y
exp (βij 1(fi = fj ))
P (f ) =
Z
<i,j>∈N

P (f, d) =

1
Z′

Y

g(fi , fj , dij )

(4)

<i,j>∈N

where the factor g is defined as


if dij = 0,
1 − wij
g(fi , fj , dij ) = wij
if dij = 1 and fi = fj ,


0
if dij = 1 and fi 6= fj ,

and wij = 1 − exp(−βij ) is the edge probability which
indicates how likely xi and xj are from the same structure.
Marginalizing d in (4) returns the Potts Model P (f ), while
marginalizing f yields P (d) or the Random Cluster Model.

3.1. Online learning of RCM
Learning the RCM amounts to learning the edge probabilities {wij }. If two neighboring points xi and xj are
from the same structure, then wij should be high to encourage them to be selected into the same cluster for hypothesis
generation. In effect the cluster distribution encoded in the
RCM serves as a proxy for the parameter distribution P (θ),
and we incrementally refine it as the fitting progresses.
To learn {wij } we adopt the idea that the preferences
of inliers from the same structure towards a set of putative
hypotheses are correlated [4, 13]. To be precise, let H =
{θm }M
m=1 contain the history of all hypotheses generated
thus far in Algorithm 1. Let r(i) be a vector containing the

absolute residuals of data xi to the hypotheses in H
(i)

(i)

r(i) = [r1 r2

while d is sampled from P (d|f ), f is obtained deterministically from the current structures Θ (refer to Step 3 and 10
in Algorithm 1). Conditioned on f , the bond variables are
mutually independent and are sampled according to

(i)

· · · rM ].

The “preference” of xi towards H is the permutation
(i)

(i)

P (dij = 1|fi = fj ) = wij ,

(i)

a(i) = [a1 a2 · · · aM ]

P (dij = 1|fi 6= fj ) = 0,

which sorts r(i) in increasing order. The correlation between two preferences a(i) and a(j) is obtained as
wij =
(i)

1 (i)
(j)
a ∩ ah ,
h h

(5)

(j)

where |ah ∩ah | is the number of identical elements shared
by the first-h elements of a(i) and a(j) ; it is clear that 0 ≤
wij ≤ 1. As in [4], we set h = ⌈0.1M ⌉. Fig. 3 shows edge
probabilities obtained from preference correlation. Observe
that the {wij } are mutually high for data from the same
structure, especially when the size of H is sufficiently large.
To compute wij in an online manner, first the preferences a(i) for all xi need to be adjusted as a new hypothesis θ is sampled; this can be done by insertion sort. However computing wij naively as (5) may cause deterioration
in performance, since h grows as the hypothesis set H expands, i.e., updating the RCM becomes progressively expensive. To alleviate this issue, we approximate the inter(i)
(j)
section |ah ∩ ah | by a “mutual inclusion” counter Iij ,
which is initialized to 0. Let H contain the current M hypotheses. If a newly added hypothesis θ is inserted into the
top ⌈0.1(M + 1)⌉ preferences of both xi and xj , we increment Iij by 1, and obtain wij = Iij /⌈0.1(M + 1)⌉. The
process is carried out for other neighbors before θ is inserted
into H. Fig. 3 compares the {wij } updated using (5) naively
and our approximation. Observe that as more hypotheses
are sampled, both methods converge to similar patterns. In
Fig. 3 the {wij } are computed for all pairs of data for illustration only; for actual operations we only need to compute
and update wij between adjacent data.

3.2. Hypothesis generation using the RCM
An instance of d divides the graph G into a set of connected components. Vertices in the same component are
interconnected by edges with bond value 1. A component
is a cluster of spatially close data likely to be from the same
structure. To sample a hypothesis, we first discard the clusters induced by d with insufficient number of data for fitting
the geometric model. We then randomly choose one of the
remaining cluster to hypothesize the geometric model. Here
we explain how d can be sampled from the RCM.
In the SW method, to simulate f , P (d|f ) and P (f |d) are
sampled alternately. This allows large segments to change
label simultaneously and is behind the success of SW. In a
similar vein, we also obtain d and f alternately; however,

i.e., a bond straddling two vertices is turned on probabilistically if the vertices have the same label, otherwise the bond
is switched off deterministically. For a sparse adjacency
graph this process scales linearly with the the number of
vertices N . Figs. 2(a) and 2(b) illustrate one iteration of
this procedure. Observe that many large clusters useful for
hypothesis generation are obtained in Fig. 2(b). Also, notice that the incorrectly grouped large cluster at the center
(in blue) in Fig. 2(a) is partitioned correctly according to
structure boundaries into multiple clusters.

4. Comparing with Other Label Optimization
Approaches for Geometric Fitting
The overall energy function (1) can actually be optimized directly using α-expansion with label costs [5]. This
is encapsulated in the PEARL algorithm [5] which works as
follows: First, generate a large number of model hypotheses
H = {θ1 , . . . , θM }, then (approximately) solve


N
X
X
f ∗ = arg min 
V (fi , fj ) + O(f )
D(xi , fi ) +
f

i=1

<i,j>∈G

where O(f ) counts the number of unique labels in f , thus
penalizing solutions which are too complex. Now each fi
takes a value from {0, 1, . . . , M }. The set of k unique nonzero labels in f ∗ correspond to the fitted structures Θ∗ ⊂ H.
The energy is minimized further by recursively substituting
H with Θ∗ and repeating until convergence.
It is clear that, similar to the two-stage methods surveyed
in Sec. 1, the bottleneck in PEARL is the hypothesis generation step. If the hypotheses of the genuine structures in the
initial H are inaccurate, or worse, if not all genuine structures were sampled in H, PEARL will not provide satisfactory results. Note that one is unable to ascertain the overall
quality of the initial H until PEARL terminates, unlike Algorithm 1 which continuously explores and evaluate new
hypotheses. The concern on the adequacy of H is exacerbated when dealing with geometric models of higher order
typical in computer vision (e.g., fundamental matrices, planar homographies), where generating good hypotheses (using conventional means) takes enormous effort.
Our application of the SW method is preceded by others. Barbu et al. [1, 2] proposed “SW cuts” to simulate arbitrary MRF distributions under MCMC. The method was
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Figure 3. Matrix of edge probabilities for the multi-homography detection task on the data in Figs. 5(c) and 5(d) (containing 4 genuine
structures) updated using (top row) the intersection function (5) naively and (bottom row) our approximation method detailed in Sec. 3.1.

proven to be effective on various data labeling problems
(e.g., superpixel labeling). We have attempted to use SW
cuts to optimize the fitting (i.e., labeling), and use the clusters obtained as the by-product of the associated SW routine
for hypothesis generation and updating {wij }. However
the label inference is generally slower than α-expansion,
the primary reason being that the “data-driven” edge probabilities [1, 2] are not sufficiently accurate during the early
stages of the optimization (see columns 1 and 2 in Fig. 3).

5. Experimental Results
5.1. Is the RCM useful for geometric fitting?
We first analyze the practical gain in efficiency due to
using RCM as the hypothesis generator in Algorithm 1. In
Step 3 of the algorithm, we substitute the RCM with pure
random sampling, as well as the Multi-GS algorithm [4]
which is the state-of-the-art guided sampling method —
both methods are for sampling minimal subsets — and compare their performance. We use the data1 in Fig. 2 for the
task of homography detection. Homography estimation on
minimal subsets or clusters were achieved using DLT, and
residuals were computed as the Sampson error. Fig. 4(a)
depicts the evolution of the objective function value as Algorithm 1 was executed using the 3 hypothesis generators.
It is clear that RCM provides the fastest minimization of
the fitting criterion (1). The differences in objective function value achieved at termination by the 3 samplers are
also significant and meaningful; observe that the labeling of
RCM in Fig. 4(d) correctly partitions the underlying planar
structures (there are 10 visually detectable planes), unlike
that from pure random sampling or Multi-GS in Figs. 4(b)
and 4(c). The higher efficiency by using Multi-GS compared to pure random sampling also confirms the fact that,
1 “Raglan

Castle” from http://www.robots.ox.ac.uk/˜vgg/data/.

in general, a hypothesis generator that can more rapidly retrieve good model hypotheses will contribute positively to
optimization for geometric fitting.

5.2. Comparisons with other methods
We compare our method (henceforth, SA-RCM) with
other state-of-the-art multi-structure geometric fitting approaches: PEARL [5], FLOSS [8] (facility location via
message passing), QP-MF [20] (quadratic programming to
maximise mutual preference), and ARJMC [12] (optimization with adaptive reversible jump MCMC). We do not include older methods with known problems such as lower
computational efficiency [9], lower accuracy due to greedy
search [15], and an inability to naturally handle outliers [7].
For fairness all the methods are tuned separately (e.g., inlier
thresholds, weighting for various terms in objective function) on each dataset for best performance.
Except for SA-RCM and ARJMC, the others are by design two-stage methods (see Sec. 4). To enable objective
benchmarking the two-stage methods are conducted as follows: Sampling is conducted to produce hypothesis sets
H of sizes M = 100, 200, . . . , 1000. For each hypothesis set the fitting/optimization is performed until termination, and we record the time elapsed inclusive of the sampling duration. For SA-RCM and ARJMC, the sampling
cum optimization is simply recorded at time intervals of
I = 50, 100, . . . , 1000 iterations. Note that all the methods
here require hypothesis generation. We use Multi-GS [4]
which is one of the most efficient algorithm available for
our competitors. RCM is not naturally implementable on
the other methods since they either do not produce intermediate labelings during hypothesis generation, or for ARJMC do not impose an adjacency graph for the data. Finally, since the methods optimize different fitting criteria,
we compare them using segmentation error, which penal-
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(a) Running Algorithm 1 using different sampling schemes.

(b) Pure random sampling.

(c) Multi-GS [4].

Hopkins 155 data, we extract the first and last frame of each
sequence to conduct SIFT feature matching, while the AdelaideRMF data is furnished with point matches. As preprocessing coordinate normalization is performed. For estimation we use DLT (at least 8 matches are required) and
the residual is obtained as the Sampson distance [6].
Fig. 6 depicts the evolution in segmentation error as
the various methods are performed on the breadcartoychips
data in Figs. 5(a) and 5(b). It is clear that the proposed
method is the most efficient in reducing the segmentation
error, achieving (empirical) convergence in less than 1s.
Also, it is clear that methods that impose spatial smoothness (SA-RCM, PEARL) provide lower segmentation error.
The trends in Fig. 6 are typical for the other tests, and indeed
repeatable on the homography detection application we explore next. Table 1 shows median results of 100 repetitions
on all tested datasets. The summary statistic employed is
the lowest segmentation error achieved by a method, and
the time at which that error is achieved. The outcomes show
that our method generally provides very competitive results
at high speed.
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Figure 4. (a) Evolution of objective function value of Algorithm 1
for different sampling schemes. Final data labeling using (b) pure
random sampling, (c) Multi-GS, and (d) RCM.

izes incorrect grouping or assignment of data as inliers or
outliers based on ground truth information.
Two-view motion segmentation. Given two views of a
dynamic scene, a number of feature points are extracted and
matched across two images. The goal of motion segmentation is to cluster the matches into a number of distinct motions and estimate the underlying motion parameters. Each
motion is modeled by a fundamental matrix F ∈ R3×3 ,
while outliers correspond to incorrect matches.
We use data from the Hopkins 155 additional sequences [18]2 and AdelaideRMF dataset [19]3 . For the
2 http://www.vision.jhu.edu/data/hopkins155/
3 http://cs.adelaide.edu.au/˜hwong/doku.php?id=data

Figure 6. Comparing efficiency on two-view motion segmentation
using the breadcartoychips data in Figs. 5(a) and 5(b).

Multi-homography detection. Given two views of a
static scene, point matches arising from the same planar
structure can be related by a homography matrix H ∈
R3×3 . Our goal is to recover the homography matrices in
a given set of point matches, corresponding to the multiple planar structures in the scene. For estimation we use
DLT (at least 4 matches required) and the residual is taken
as the Sampson distance. We also use the data from AdelaideRMF [19] in this experiment. Table 2 summarises the
median results over 100 repetitions, where the same summary statistic in Table 1 is employed. Again our method is
generally very competitive and efficient.

5.3. Augmented reality application based on multihomography detection
Augmented reality is a research area with significant
commercial potential. It is usually means photo-realistically

(a) View 1 of breadcartoychips.

(b) View 2 of breadcartoychips.

(c) View 1 of johnsona.

(d) View 2 of johnsona.

Figure 5. (a) and (b) show final labeling results of SA-RCM on the two-view motion segmentation data breadcartoychips. (c) and (d) show
final labeling results of SA-RCM on the homography fitting data johnsona. In all figures, points labeled red are classified as outliers.

Method
Dataset
carsturning
carsbus
biscuitbookbox
breadcartoychips
breadcubechips
breadtoycar
carchipscube
cubebreadtoychips
dinabooks
toycubecar

PEARL
Error Time
13.08 2.51
9.36
4.66
4.25
0.77
5.91
3.35
4.78
2.42
6.63
1.34
11.82
5.4
4.89
1.23
14.72 2.22
9.5
6.96

QP-MF
Error Time
9.27 14.53
11.17 23.28
9.27
10.7
10.55 22.98
9.13
9.48
11.45 33.92
7.58
3.02
9.79 13.85
19.44 23.9
12.5 15.05

FLOSS
Error Time
19.07 5.53
18.44
9.7
8.88
3.81
11.81 3.47
10.00 2.38
10.84 2.56
11.52 1.64
11.47 3.73
17.64 4.29
11.25 13.58

ARJMC
Error Time
15.53 3.84
12.81
1.9
8.49
0.54
10.97
2.2
7.83
0.86
9.64
0.94
11.82 1.42
6.42
1.48
18.61 1.28
15.5
1.17

SA-RCM
Error Time
10.93 0.49
8.03
1.41
7.04
0.46
4.81
0.42
7.85
1.12
3.82
0.56
11.75 0.29
5.93
0.49
8.03
1.41
7.32
0.42

Table 1. Median results over 100 repetitions on two-view motion segmentation (error in percent, time in seconds). The summary statistic
employed is the lowest error achieved in an instance of the respective algorithms, as well as the time when the lowest error was achieved.

inserting synthetic objects into a video sequence (e.g., real
time camera recordings, motion pictures). In many cases,
the objects are planar (e.g., posters, notices, advertisement),
and inserting them in a video can be achieved by first detecting the planar surfaces in a scene from keypoint matches
(with outliers) between the current frame and the reference
frame. Once a plane of interest is discovered, the synthetic
object can be anchored to the surface by warping the object
from the reference frame to the current frame.
We argue that this task should be accomplished by a
multi-structure geometric fitting approach, mainly because
most scenes of interest (e.g., indoor, urban) will contain
multiple planar surfaces (structures). An approach which
assumes only one structure (e.g., RANSAC) is bound to fail
(which homography gets retrieved is unpredictable) or be
too inefficient (due to the multiple instances of executions
required). Moreover, there is the issue of model selection,
i.e., determining the number of genuine planar structures
embedded in the scene. Fig. 7 demonstrates that our method
on an indoor scene, where we detect multiple homographies
and insert multiple synthetic posters into the scene. Note
that the number of homographies are not constant and must
be estimated on-the-fly. The corresponding results in video
(see supplementary material) show that our method detects
the homographies correctly most of the time.

6. Conclusion
In this paper we argued that hypothesis generation based
on larger-than-minimal data subsets is helpful towards geometric fitting. We proposed an approach based on RCMs to
sample meaningful clusters of the data which can be used
to hypothesize accurate model hypotheses. Applied in the
context of our simulated annealing based geometric fitting
algorithm, we showed RCM provides significant gains in
optimization speed compared to other minimal subset samplers. Relative to other geometric fitting approaches, our
algorithm more effectively combines hypothesis generation
and label optimization to yield highly competitive accuracy
using lower computational effort. Finally we demonstrate
our algorithm on a practical augmented reality application.
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