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Abstract—Random hypothesis generation is central to robust geometric model fitting in computer vision. The predominant
technique is to randomly sample minimal subsets of the data, and hypothesize the geometric models from the selected subsets.
While taking minimal subsets increases the chance of successively “hitting” inliers in a sample, hypotheses fitted on minimal
subsets may be severely biased due to the influence of measurement noise, even if the minimal subsets contain purely inliers.
In this paper we propose Random Cluster Models, a technique used to simulate coupled spin systems, to conduct hypothesis
generation using subsets larger than minimal. We show how large clusters of data from genuine instances of the model can be
efficiently harvested to produce accurate hypotheses that are less affected by the vagaries of fitting on minimal subsets.
A second aspect of the problem is the optimization of the set of structures that best fit the data. We show how our novel hypothesis
sampler can be integrated seamlessly with graph cuts under a simple annealing framework to optimize the fitting efficiently. Unlike
previous methods that conduct hypothesis sampling and fitting optimization in two disjoint stages, our algorithm performs the two
subtasks alternatingly and in a mutually reinforcing manner. Experimental results show clear improvements in overall efficiency.
Index Terms—Robust geometric fitting, multiple structures, hypothesis generation, guided sampling.
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I NTRODUCTION

G

model hypotheses fitted on minimal
subsets is a routine that underpins robust geometric fitting in computer vision. A minimal subset
contains the minimum number of data required to
instantiate the geometric model. Many robust fitting
criteria correspond to objective functions which are
difficult to optimize. Moreover, in practical conditions
(e.g., in motion segmentation, planar homography
detection) the number of model instances or structures
must also be estimated. For such challenging problems, discretizing the parameter space using a set of
model hypotheses fitted on sampled minimal subsets
is essential for computational tractability.
Clearly, the quality of the sampled hypotheses is
critical to the efficiency and effectiveness of the fitting.
The premise is that a hypothesis fitted on a “clean”
minimal subset (i.e., one that contains only inliers)
may approximate closely a genuine structure. However, it is well known that clean samples may yield
hypotheses that are arbitrarily far from the true structure, due to the “localised” effect of noise [1]. Fig. 1
(top) illustrates this condition. Previous works [2]–
[4] alleviate this problem by conducting local optimisation on the hypotheses fitted on minimal subsets.
However, such refinement steps are not effective if the
initial hypotheses are too far away from the optimum.
Instead of refining bad hypotheses, a better strategy
is to directly generate good hypotheses fitted on large
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Fig. 1: Line hypotheses fitted on (top) a minimal subset and
(bottom) a cluster of data (larger-than-minimal subset).

subsets of inliers, as Fig. 1 (bottom) shows. However,
using conventional ways of sampling, the probability
of obtaining clean subsets decreases exponentially
with the increase in the subset size [1], which entails a
greater sampling effort to generate good hypotheses.
In this paper we propose Random Cluster Models
(RCM) as a means to generate hypotheses based on
data subsets larger than minimal. The RCM follows
from the Swendsen-Wang method [6] widely used
in statistical mechanics to simulate coupled spin systems. More specifically, we produce model hypotheses
fitted on clusters of data sampled using the RCM;
Figs. 2 and 3 demonstrate our ideas on fitting multiple
lines and homographies. Leveraging on the inherent
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Fig. 2: A conceptual illustration of the proposed hypothesis generation method on a multiple line fitting problem. First,
an adjacency graph from Delaunay triangulation is defined over the points. (a) An intermediate fitting Θ (red lines)
and labeling f (point colors) result. Points currently labeled as outliers are shown as black crosses. The lines were fitted
inaccurately, and another line was not fitted, resulting in a wrongful f . (b) Clusters are randomly sampled from the RCM
which is conditioned on the current f . Note that clusters that contain points with (currently) different labels are forbidden
(see Sec. 4). (c) Line hypotheses are fitted on the sampled clusters. Many of the hypotheses lie close to the correct lines,
in contrast to the current fitted lines in (a). The hypotheses are then used to improve the current Θ and f (see Sec. 3).
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Fig. 3: Demonstrating our RCM hypothesis generator on a multi-homography fitting problem [5] (the images show only
one of the two views). (a) and (b) are analogous to (a) and (b) in Fig. 2. Here, to improve legibility data currently labeled
as outliers are shown as red crosses. In (a), both Θ and f are inaccurate (the fitted structures straddle more than one true
structure). In (b) many of the generated clusters will give better hypotheses. To encourage global exploration (see Sec. 4.2),
we bias the selection of the hypotheses to favor clusters from relatively unexplained regions (the darker regions in (c)).

spatial smoothness of the data, the RCM avoids the
exponential growth in sampling effort required to
retrieve large subsets of inliers. We also introduce an
online method to learn the RCM such that meaningful
clusters can be efficiently generated. This supports
the retrieval of high quality hypotheses which in turn
raises the efficiency and accuracy of geometric fitting.
Our method can be regarded as guided sampling
for data subsets of arbitrary size. This extends previously proposed guided sampling schemes for minimal
subsets, which take advantage of meta-information
(e.g., keypoint matching scores) or assumptions on
data distribution (e.g., inliers tend to form a cluster)
to speed up the retrieval of clean samples; see [7]–
[9] for a survey. While the chances of “hitting” the
inliers within the data are improved, such algorithms
inevitably suffer from the consequence of multiplying probabilities successively, thus ruling out their
application to sample larger subsets. An exception
is the method in [23] that directly samples clusters
of collinear points for generating model hypotheses,
though the method focusses only on line fitting.
To capitalize on our efficient hypothesis generator, we propose a simple annealing method based
on graph cuts to optimize the fitting of the multiple instances of a geometric model onto outlier-

contaminated data. We follow the work of [10], [11] to
formulate geometric fitting and model selection as a
labeling problem, which introduces energy terms that
impose the smoothness of the assignment of points
to the geometric structures. We show how our RCM
sampler can be integrated closely with graph cuts,
such that hypothesis sampling and fitting optimization are conducted alternatingly and continuously.
This synergy between hypothesis sampling and
fitting optimization significantly improves overall efficiency, and represents another novel aspect of our
work. Virtually all previous methods [12]–[17] are
conducted in two isolated stages: First generate a
large number of hypotheses, then, by assuming that
the generated hypotheses are adequate, the subset of
the hypotheses that maximize the fitting likelihood
are obtained (e.g., via taboo search [12], facility location [13], [16], [18] or Dirichlet mixture modeling [14]).
It is clear that the efficacy of the optimization is subject
to the quality of the generated hypotheses, which is
unknown prior to the optimization. An exception is
our previous method [19] which proposes an efficient
hypothesis sampler based on adaptive MCMC; however, the hypotheses are still fitted on minimal subsets.
The rest of the paper is organized as follows: Sec. 2
sets the stage by introducing multi-structure model
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fitting and surveying previous methods. Sec. 3 describes our simulated annealing approach, and Sec. 4
introduces our RCM hypothesis generator. Sec. 5 further differentiates our method against other label optimization approaches. Experiments on several vision
tasks are detailed in Sec. 6. We then conclude in Sec. 7.

sample large data subsets is counterproductive, as
the probability of hitting many inliers in succession
decreases exponentially (from the basic axioms, the
probability of sampling a clean subset is maximized
when the subset is minimal [1]). In Sec. 4 we propose
a method based on RCM that overcomes this problem.

2

2.2

P REVIOUS W ORK

Geometric fitting is concerned with estimating the geometric model parameters from the data. Specifically,
given input data X = {xi }N
i=1 , which is usually noisy
and outlier prone (i.e., not all the data are associated
with a genuine structure), the goal is to estimate a set
of model parameters Θ = {θc }kc=1 that best explain
the data; k is the number of instances of a geometric
model. When there is a single structure (i.e., k =
1), various solutions have been proposed, e.g., [20],
[21]. Our intention, however, is multi-structure fitting,
where both the number of structures k and the model
parameters {θc }kc=1 are to be estimated. This makes
multi-structure fitting a more challenging problem.
A common framework [12], [19], [22] is to minimize
an objective function J(Θ) comprising two terms
J(Θ) = E(Θ) + C(Θ),

(1)

where E(Θ) is the fitting error and C(Θ) the complexity of the solution. Complexity relates to the number
of parameters required to define Θ and is usually
proportional to the number of structures k in Θ.
2.1

Hypothesis generation

Each θc in Θ belongs to the continuous space of
model parameters Ω; the minimization of (1) is thus
conducted over the huge domain {k, Ωk }. A common simplification to this non-trivial problem is to
discretize Ω by sampling a number of hypotheses
H = {θm }M
m=1 ⊂ Ω, where each hypothesis is fitted on
a minimal subset of the data. The problem is then reduced to finding the subset Θ of H that minimizes (1).
Various guided sampling techniques can be applied
to generate a set H that is representative of the true
structures in the data; see [7]–[9] for recent surveys.
The idea is to bias the data selection such that clean
minimal subsets (those fitted purely on inliers from
the same structure) are more likely to be produced.
Fitting on minimal subsets, however, may yield inaccurate hypotheses due to the localised effect of
noise [1]; see Fig. 1 (top). Such an inadequacy may be
alleviated by enlarging H to ensure the existence of a
sufficient number of good hypotheses, however this
comes at the cost of increased computation to select
Θ.
We argue that fitting larger data subsets yields
better hypotheses, since larger data subsets constrain
the model more effectively; see Fig. 1 (bottom). Previous guided sampling methods [7]–[9] choose the
data one-by-one, thus extending these methods to

Fitting optimization

Numerous methods have been proposed to minimise (1) given H. Finding the optimal Θ ⊆ H is still
a tough combinatorial problem. Some of the earliest
attempts include greedy search (i.e., sequential fitand-remove RANSAC [1], [12]), taboo search [12]
and branch-and-bound [15]. The problem has also
been formulated as facility location and solved using
linear programming [13], affinity propagation [16] and
greedy maximization [18].
More recently, in [10], [11] model fitting is solved as
a labeling problem where each datum xi is assigned
a “label” θj ∈ H or a dummy label if xi is an outlier.
In addition to minimizing the fitting error arising
from mislabelings, they also added spatial smoothness
constraints to E(Θ) such that neighboring data tend
to prefer the same label. For model selection, C(Θ) is
defined in terms of label costs where solutions with
many unique labels (high k) are penalized. Local minima with known optimality bounds are then found
using α-expansion [24].
In general imposing higher order constraints such
as spatial smoothness improves the fitting result. Yu
et al. [17] introduced an alternative smoothness constraint where the data from the same structure are
encouraged to have strong mutual preference towards
the hypothesis set H [25]. Selecting the best fitting
subset Θ is then solved using quadratic programming,
where global optimality is guaranteed.
Clearly previous methods depend on hypothesis
generation. However discretizing a continuous parameter space invariably introduces an “information
bottleneck” which limits the achievable accuracy. In
other words, the optimality bounds of [11] and global
optimality of [17] are only achieved with respect to H.
If the hypotheses in H are inaccurate, or worse, if not
all valid structures are sampled, finding the optimal
subset Θ of H does not guarantee good results.
More generally, the processing flow of the previous
methods involves conducting hypothesis generation
and fitting optimization as two disjoint stages. This
means the overall quality and adequacy of H cannot
be ascertained prior to the optimization.
Instead of minimizing joint error and complexity,
Jian et al. [14] proposed to use Dirichlet Process (DP)
mixture modeling. The number of clusters (structures)
is influenced by a DP prior, and the data assignment
variables are learned using Gibbs sampling. However
their “DP prior” is defined as a discrete histogram
over a pre-sampled hypothesis set H; their method
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is merely choosing from a finite list of unique structures. Outliers also cannot be modeled explicitly, since
“dummy” structures are not present in the prior.
In conjunction with our RCM sampler, we propose
an approach which alternatingly and continuously
performs hypothesis sampling and fitting optimization, i.e., the set H is iteratively expanded as the
fitting proceeds. We show that this synergy dramatically improves efficiency and accuracy, and avoids the
issue of under- and over-sampling. This work is an
extension of our initial work in [26]. Here we improve
upon [26] by introducing local refinement (Sec. 3.1)
and global exploration (Sec. 4.2) to the algorithm. Using a bigger dataset than [26], we demonstrate the superior efficiency of the new algorithm. Another prior
work [19], based on a different optimization scheme,
also considered joint hypothesis sampling and optimization; however, only minimal subset sampling was
conducted and spatial smoothness constraints were
not imposed, in contrast to the present work.

3

A S IMULATED A NNEALING A PPROACH

To improve accuracy, we impose spatial smoothness
constraints in the fitting. This is achieved by accommodating a set of labels f = {fi }N
i=1 that assign each
xi to one of the structures in Θ, or designate xi as an
outlier. Following [11] we define the fitting error as
E(Θ, f ) =

N
X
i=1

D(xi , fi ) +

X

V (fi , fj ).

(2)

<i,j>∈N

We discuss how f is obtained from Θ after introducing
all the terms in the energy function (2). The data cost
D(xi , fi ) is constructed as
(
r(xi , θfi )2
if fi ∈ {1, . . . , k},
D(xi , fi ) =
(3)
2
σ
if fi = 0,
where r(xi , θfi ) is the (absolute) residual of xi to
structure θfi , while σ is the penalty for labeling xi
as an outlier. The smoothness cost V (fi , fj ) derives
from the Potts Model
(
0
if fi = fj ,
V (fi , fj ) =
1
if fi 6= fj ,
which in (2) requires a neighbourhood graph G =
(V, N ). The vertices are simply V = X , and we
follow [10], [11] by constructing N from the Delaunay
Triangulation of X , hence drawing edges < i, j >∈ N
between spatially close data. Fig. 3(a) shows an example from homography detection where each data
point xi = (x1i , x2i ) is a point in R4 (see Sec. 6.2.3),
thus the adjacency graph is also constructed in R4 . To
ease visualization, the adjacency graph is shown on
the feature positions {x1i }N
i=1 in the first image only.
Given Θ computing the f which globally minimizes (2) is NP-hard [24]. Similar to [27], we resort
to α-expansion [24] which can very efficiently reach

4

a local minimum. However for consistency of our
annealing procedure it is vital for f to be deterministic
given Θ = {θc }kc=1 . We achieve this by initializing

0
if min r(xi , θc ) > σ,
(0)
c
fi =
otherwise,
argmin r(xi , θc )
c

(0)

and use f (0) = {fi }N
i=1 as the initializer for αexpansion. We then take the outcome of α-expansion
in minimizing (2) as the f for fixed Θ.
Note that for geometric fitting we are mainly interested in optimizing the parameters Θ and not the
labels f . The estimation of f given Θ merely assigns
the data to the structures in Θ — the labels f are
implicit variables needed to compute the smoothness
cost V (fi , fj ) — thus given parameters Θ the energy
E(Θ, f ) must be uniquely and consistently defined.
Algorithm 1 details our simulated annealing approach to minimizing the overall energy function (1).
Our algorithm performs a series of births (sampling
and adding a new structure to Θ) and deaths (deleting
a structure from Θ) to explore solutions of different
complexity. An inferior proposal is accepted probabilistically such that local minima may be avoided. An
important feature of our approach is that fitting (label
optimization) and hypothesis sampling are conducted
alternatingly and continuously. This allows more effective and global exploration of the solution space.
Algorithm 1 Simulated annealing for geometric fitting
Require: Initialize temperature T and structures Θ.
Obtain labels f of Θ via α-expansion.
1: Sample n ∼ U[0,1] .
2: if n < 0.5 then
3:
Sample a new hypothesis θ.
4:
Θ0 := Θ ∪ θ.
5: else
6:
Randomly select one θ in Θ.
7:
If |Θ| > 1 then Θ0 := Θ \ θ.
8: end if
9: Obtain labels f 0 of Θ0 via α-expansion.
10: if J(Θ0 ) < J(Θ) then
11:
Θ := Θ0 , f := f 0 .
12: else
J(Θ)−J(Θ0 )
T
13:
With probability e
, Θ := Θ0 , f := f 0 .
14: end if
15: If Θ changed then refine parameters in Θ.
16: T := 0.99T and repeat from Step 1 until T ≈ 0.
A crucial component of Algorithm 1 is the sampling of new hypotheses in the birth step (Line 3).
The quicker good hypotheses are sampled, the faster
Algorithm 1 reaches the optimal Θ. Since Algorithm 1
is agnostic to the choice of hypothesis samplers, previous techniques can be applied here [7]–[9]. In Sec. 4
we propose a novel sampling method based on RCM
that allows rapid minimization of the objective J(Θ).
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3.1

Local refinement of model parameters

Line 15 in Algorithm 1 refines the parameters in
Θ = {θc }kc=1 if the birth or death step was accepted.
Given the labeling f corresponding to Θ, the set of
data assigned to θc is Pc = {xi |xi ∈ X , fi = c}.
Structure θc is then refined by re-estimating it as
X
r(x, θ)2 ,
θ̂c = argmin
(4)
θ

x∈Pc

i.e., the least squares fit of the model using the data
Pc . This step is analogous to [2], [3]. With f fixed the
spatial coherence terms V (fi , fj ) are unchanged, and
since the complexity of Θ is also unchanged, refining
the parameters in this manner always reduces the data
costs D(xi , fi ) and hence the objective value (1). We
show in Sec. 6 that this provides further improvements in efficiency over our previous method [26].

4

T HE R ANDOM C LUSTER M ODEL

The key component of our approach is an efficient
hypothesis generator based on RCM [28]. The model
follows from the Swendsen-Wang (SW) method for
simulating coupled spin systems [6]. Given an adjacency graph G = (V, N ), the Potts Model is
1 Y
g(fi , fj ),
P (f ) =
Z
<i,j>∈N

where Z is the partition function, and the factor
g(fi , fj ) = exp (βij 1(fi = fj )); 1(·) returns 1 if its
argument is true and 0 otherwise. Positive coefficients
{βij } favor large clusters of the same labels. The SW
method introduces binary “bond” variables d = {dij }
such that
Y
1
P (f, d) = 0
g 0 (fi , fj , dij ),
(5)
Z
<i,j>∈N

0

where the factor g is defined as


if dij = 0,
1 − wij
0
g (fi , fj , dij ) = wij
if dij = 1 and fi = fj ,


0
if dij = 1 and fi =
6 fj ,
and wij = 1 − exp(−βij ) is the edge probability
which indicates how likely xi and xj are from the
same structure. Marginalizing d in (5) returns the Potts
Model P (f ), while marginalizing f yields P (d) or the
Random Cluster Model.
The following section describes hypothesis generation using the RCM, while Sec. 4.4 shows how the
edge probabilities {wij } can be learned online.
4.1

5

close data likely to be from the same structure. Here
we explain how d can be sampled from the RCM.
In the SW method, to simulate f , P (d|f ) and P (f |d)
are sampled alternately. This allows large segments
to change label simultaneously and is behind the
success of SW [28]. In a similar vein, we also obtain d
and f alternately; however, while d is sampled from
P (d|f ), f is obtained deterministically from the current structures Θ (resp. Steps 3 and 9 in Algorithm 1).
Conditioned on f , the bond variables are mutually
independent and are sampled according to
P (dij = 1|fi = fj ) = wij ,
P (dij = 1|fi 6= fj ) = 0,
i.e., a bond straddling two vertices is turned on probabilistically if the vertices have the same label, otherwise the bond is switched off deterministically. For
a sparse adjacency graph this process scales linearly
with the the number of vertices N .
Figs. 3(a) and 3(b) depict one iteration of this procedure, where Fig. 3(a) shows the f corresponding to an
intermediate Θ, while Fig. 3(b) illustrates the clusters
due to a particular sample of d conditioned on the f .
Observe that many large random clusters useful for
hypothesis generation are obtained in Fig. 3(b).
4.2

Hypothesis generation using the RCM

To sample a hypothesis, we first discard the clusters
induced by d with insufficient number of data for
fitting the geometric model.
Among the remaining clusters, one can be randomly chosen to produce a hypothesis; this was
conducted our previous work [26]. While random
selection is simple, it may not be the most efficient,
since some of the hypotheses may correspond to the
same structure. Here, we propose to bias the selection
towards unexplained regions in the data domain.
Specifically, a cluster CP ⊂ X is chosen based on
X
1
D(xi , fi ),
(6)
wCP :=
|CP |
xi ∈CP

i.e., the average fitting error, where |CP | is the size of
the cluster, and fi is the label of the i-th datum given
the current Θ. Fig. 3(c) illustrates an example of an
exploration map corresponding to an intermediate Θ,
where darker regions, which are not well fitted by Θ,
are more likely to be sampled next. Results in Sec. 6
shows significant gains over our previous version [26].
Fig. 4 qualitatively compares the hypotheses generated progressively using RCM, and the hypotheses
generated from minimal subset sampling.

Sampling larger-than-minimal subsets

A realization of d divides the graph G into a set
of connected components or clusters. Vertices in the
same component are interconnected by edges with
bond value 1. A component is a cluster of spatially

4.3

Validity of spatial smoothness assumption

The introduction of a neighborhood structure G and
the sampling of bond variables d allows the proposed
hypothesis generator to avoid choosing the members
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H = {θm }M
m=1 contain the history of all hypotheses
generated thus far in Algorithm 1 (including rejected
ones). Let r(i) be a vector containing the absolute
residuals of a datum xi to the hypotheses in H
(i)

(a) First-25 hypothe- (b) First-35 hypothe- (c) First-50 hypotheses by RANSAC
ses by RANSAC
ses by RANSAC

(i)

r(i) = [r1 r2

(i)

· · · rM ].

The “preference” of xi towards H is the permutation
(i)

(i)

a(i) = [a1 a2

(i)

· · · aM ]

which sorts r(i) in increasing order. The correlation
between two preferences a(i) and a(j) is obtained as
wij =

(d) First-25 hypothe- (e) First-35 hypothe- (f) First-50 hypotheses by Multi-GS
ses by Multi-GS
ses by Multi-GS
(i)

(g) First-25 hypothe- (h) First-35 hypothe- (i) First-50 hypotheses by RCM
ses by RCM
ses by RCM

Fig. 4: Qualitative comparison of hypotheses progressively
generated using RANSAC, Multi-GS [29] and RCM on a
multi-structure line fitting problem. It is evident that RCM
is more capable of producing more relevant hypotheses.

in a large data subset directly. The latter is a naive
strategy that contributes to exponentially decreasing
probabilities of sampling clean subsets (see Sec. 2.1).
Underlying the imposed neighborhood structure G
is the assumption of spatial smoothness, i.e., inliers
from the same structure tend to be spatially close. This
may not be generally true, since the inliers “lying”
on the same geometric structure can be arbitrarily
far apart (e.g., a line with two widely separated
line segments). Nonetheless it can be argued that
for many practical applications, spatial smoothness is
an inherent characteristic, e.g., features on the same
wall cluster in the same region, features on a moving
object are concentrated within the object boundary.
Moreover, on such applications the inclusion of spatial
smoothness constraints improves the fitting accuracy
tremendously, as observed elsewhere [10], [11], [17].
4.4

Online learning of the RCM

Learning the RCM amounts to learning the edge
probabilities {wij }. If two neighboring points xi and
xj are from the same structure, then wij should be
high to encourage them to be selected into the same
cluster for hypothesis generation. In effect the cluster
distribution encoded in the RCM serves as a proxy
for the parameter distribution P (θ) over Ω, and we
incrementally refine it as the fitting progresses.
To learn {wij } we adopt the idea that the preferences of inliers from the same structure towards a set
of putative hypotheses are correlated [29], [30]. Let

1 (i)
(j)
a ∩ ah ,
h h

(7)

(j)

where |ah ∩ ah | is the number of identical elements
shared by the first-h elements of a(i) and a(j) ; it is
clear that 0 ≤ wij ≤ 1 and {wij } are adaptively
updated as the sampling progresses. As in [29], we set
h = d0.1M e. Fig. 5 shows edge probabilities obtained
from preference correlation. Observe that the {wij }
are mutually high for data from the same structure,
especially when the size of H is sufficiently large.
To compute wij in an online manner, first the
preferences a(i) for all xi need to be adjusted as
a new hypothesis θ is sampled; this can be done
efficiently by maintaining a sorted list r̃(i) of the
residuals r(i) , and updating the list with the new
residual to θ via insertion sort. However computing
the intersection (7) naively may cause deterioration
in performance, since h grows as the hypothesis set
H expands, i.e., updating the RCM becomes progressively expensive. To alleviate this issue, we ap(i)
(j)
proximate the intersection |ah ∩ ah | by a ”mutual
inclusion” counter Iij , which is initialized to 0. Let H
contain the current M hypotheses. If a newly added
hypothesis θ is inserted into the top d0.1(M + 1)e
preferences of both xi and xj , we increment Iij by
1, and obtain wij = Iij /d0.1(M + 1)e. The process is
performed for other neighbors, before θ is inserted
into H. Algorithm 2 outlines the procedure.
Note that the counter Iij monotonically increases
with |H|, thus it is possible for Iij > d0.1(|H| + 1)e (in
practice, however, the growth of d0.1(|H|+1)e usually
far outstrips the increase of Iij ). To ensure that wij is
within [0, 1], in Line 13 the counter Iij is truncated to
d0.1(|H| + 1)e (if necessary) before computing wij .
Lemma 1. Let H be the current hypothesis set, and θ be
a newly arrived hypothesis. Let wij be updated to become
0
wij
following Algorithm 2. The limit holds for all i, j
lim

|H|→∞

0
wij
− wij = 0.

Proof: Let the current H contain M hypotheses,
and r̃(i) be the sorted residual list of xi with respect
to H. Let Iij be the current mutual inclusion counter
for xi and xj . By definition the current weight is
wij = Iij /d0.1M e.
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Algorithm 2 Updating Edge Probabilities in RCM
Require: Hypotheses H, sorted residual list {r̃(i) },
edge probabilities {wij }, mutual inclusion counters {Iij }, new hypothesis θ.
1: for i = 1, . . . , N do
2:
Compute residual r(xi , θ).
3:
Insert r(xi , θ) into r̃(i) .
4:
if position of r(xi , θ) ≤ d0.1(|H| + 1)e then
5:
Ii := 1.
6:
else
7:
Ii := 0.
8:
end if
9: end for
10: for all < i, j > in N do
11:
Iij := Iij + Ii Ij
12:
if Iij > d0.1(|H| + 1)e then
13:
Iij := d0.1(|H| + 1)e
14:
end if
15:
wij := Iij /d0.1(|H| + 1)e
16: end for
17: H := H ∪ θ.

Let the new hypothesis θ be added to H, and the
residuals r(xi , θ) and r(xj , θ) are inserted into r̃(i) and
r̃(j) respectively. We have the indicator variable
(
1 if position of r(xi , θ) in r̃(i) ≤ d0.1(M + 1)e,
Ii =
0 otherwise
0
(similarly for Ij ). Let Iij
:= Iij + Ii Ij . The weight wij
is thus updated as
0
0
wij
= Iij
/d0.1(M + 1)e;

see Algorithm 2 for details. It can be shown that
lim

M →∞

0
Iij
Iij
−
M →∞ d0.1(M + 1)e
d0.1M e
Iij + Ii Ij
Iij
−
0.1(M + 1) + 1
0.1M + 2
Iij /M + Ii Ij /M
Iij /M
−
0.1 + 0.1/M + 1 /M
0.1 + 2 /M
Iij /M
Iij /M
−
= 0,
0.1
0.1

0
wij
− wij = lim

= lim

M →∞

= lim

M →∞

= lim

M →∞

where 1 and 2 are the complements of the ceiling
operators which are bounded between 0 and 1. Notice
that limM →∞ Ii Ij /M = 0 since Ii Ij takes either 1 or
0
0. Also, the result is not due to wij
and wij simultaneously approaching zero with increasing M . In fact,
as mentioned earlier, Iij may increase monotonically
with M . In general, limM →∞ |wij | =
6 0.
The above derivations target the case when Iij <
0
d0.1M e and Iij
< d0.1(M + 1)e (which is the overwhelming majority of cases in practice). In the alterna0
tive case, both Iij and Iij
would have been truncated
0
(see Line 13 in Algorithm 2) such that wij = wij
= 1,
thus Lemma 1 holds trivially.

7

Lemma 1 states that the gain in updating wij diminishes as the sampling progresses. Hence we need not
sample a large number of hypotheses to enlarge the
hypothesis set H. Fig. 5 compares the wij updated
using (7) naively and Algorithm 2. Observe that as
more hypotheses are sampled, both methods yield
similar patterns. In Fig. 5 the wij are computed for all
pairs of data for illustration only; in actual operations
we only need to compute wij between adjacent data.

5

C OMPARING WITH OTHER L ABEL O PTI MIZATION A PPROACHES
The overall energy function (1) can actually be
optimized directly using α-expansion with label
costs [10], [11]. This is encapsulated in the PEARL
algorithm [10], [11] which works as follows: First,
generate a large number of model hypotheses H =
{θ1 , . . . , θM }, then (approximately) solve


N
X
X
D(xi , fi ) +
f ∗ = arg min 
V (fi , fj ) + C(f )
f

i=1

<i,j>∈N

where C(f ) counts the number of unique labels in f ,
thus penalizing solutions which are too complex. Now
each fi takes a value from {0, 1, . . . , M }. The set of k
unique non-zero labels in f ∗ correspond to the fitted
structures Θ∗ ⊂ H. The energy is minimized further
by recursively substituting H with Θ∗ and repeating
until convergence. See [10], [11] for more details.
Since hypothesis generation and fitting optimization are conducted disjointly, if the hypotheses in the
initial H are inaccurate or insufficient, PEARL will not
provide satisfactory results. Note that one is unable
to ascertain the overall quality of the initial H until
PEARL terminates, unlike Algorithm 1 which continuously explores and evaluates new hypotheses. The
concern on the adequacy of H is exacerbated when
dealing with geometric models of higher order typical
in computer vision (e.g., fundamental matrices, planar
homographies), where generating good hypotheses
(using conventional means) takes enormous effort.
Our application of the SW method is preceded by
Barbu et al. [31], [32], who proposed “SW cuts” to
simulate arbitrary MRF distributions under MCMC.
The method was proven to be effective on various data
labeling problems (e.g., superpixel labeling). We have
attempted to use SW cuts to optimize the fitting (labeling), and use the clusters obtained as the byproduct
of the associated SW routine for hypothesis generation and updating {wij }. However the label inference
using MCMC with SW is generally slower than αexpansion. The primary reason is that the MCMCSW method requires accurate data-driven edge probabilities [31], [32] to obtain good label proposals.
Unfortunately, in our problem the edge probabilities
are learnt online using Algorithm 2, which is not
accurate at the early stages (see Fig. 5). Thus the fitting
optimisation is less efficient.
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Fig. 5: Matrix of edge probabilities for the multi-homography detection task on the data in Fig. 11(a) (containing 4 genuine
structures) updated using the intersection function (7) naively (top row) and Algorithm 2 (bottom row).

6

E XPERIMENTAL R ESULTS

6.1

Is the RCM useful for geometric fitting?

We first analyze the practical gains due to using
RCM as the hypothesis generator in Algorithm 1.
In Step 3 of the algorithm, we substitute the RCM
with pure random sampling, pure spatial sampling
(i.e., sampling data that are spatially close, without
regard to intermediate labeling results f ; see NAPSAC
in [8, Sec. 3.2]), as well as the Multi-GS algorithm [29]
which is the state-of-the-art guided sampling method
— these methods are for sampling minimal subsets —
and compare their performances. We use the data1 in
Fig. 6(a) for the task of multiple homography detection. SIFT features were first detected and matched
across two overlapping views. Homography estimation on data subsets was achieved using DLT, and
residuals were taken as the Sampson error.
We first omit local refinement (Line 15, Algorithm 1)
and global exploration for all samplers (this experiment mirrors that in [26]). Fig. 7(a) depicts the
evolution of the objective value (1) as Algorithm 1
was executed using the 4 hypothesis generators. It
is clear that RCM provides the fastest minimization.
The differences in objective function value achieved
at termination (after 30s) by the 4 samplers are also
significant and meaningful; observe that only RCM in
Fig. 6(b) correctly partitioned the underlying planar
structures (there are 11 visually detectable planes).
Fig. 7(b) displays the cumulative probability of hitting all-inlier subsets as Algorithm 1 progresses. The
cumulative probability is defined as the ratio of accumulated number of all-inlier subsets over the total
number of subsets (hypotheses) sampled thus far.
Note that except RCM, all the other samplers can only
generate minimal subsets. Observe that the probability
of RCM and Multi-GS improve with time, since they
adaptively learn the sampling distribution online. It
is also crucial to note that although pure spatial
sampling method has a relatively high probability

to sample all-inlier subsets, this does not necessarily
translate into high speed in optimising (1).
6.1.1 Local refinement and global exploration
Using the data in Fig. 6(a) again, we investigate the
effects of local parameter refinement (Sec. 3.1) and
global exploration of unexplored regions (Sec. 4.2). To
implement global exploration for random sampling,
pure spatial sampling and Multi-GS, given the current
Θ and f , the weight of each xi is obtained as D(xi , fi );
see (3). Hence an xi which is not well explained will
have high weight and vice versa. The seed datum of
the minimal subset is chosen based on the weights.
The subsequent data are also sampled based on the
weights (3) (for random sampling), the spatial distances to the seed datum (for spatial sampling) or
using the preference correlations (7) with the seed
datum (for Multi-GS; refer to [9], [29]).
Fig. 7(c) illustrates the results, where it is clear that
local refinement and global exploration are generally
beneficial regardless of the hypothesis generators used
(raw RCM is still faster than random sampling and
Multi-GS equipped with the two functionalities). Note
that iterative and online refinement and exploration
are not feasible if hypothesis sampling and fitting
optimization are executed disjointly.
6.2

Comparisons with other methods

We compare our method (henceforth, RCMSA) with
other state-of-the-art multi-structure geometric fitting
approaches: PEARL [11], FLOSS [16] (facility location via message passing), QP-MF [17] (quadratic
programming to maximize mutual preference), and
ARJMC [19] (optimization with adaptive reversible
jump MCMC). We do not include older methods with
known problems such as lower computational efficiency [13], lower accuracy due to greedy search [12],
and an inability to naturally handle outliers [14]. For
fairness all the methods are tuned separately (e.g.,
inlier thresholds, weighting for various terms in ob1. “Raglan Castle” from http://www.robots.ox.ac.uk/˜vgg/data/. jective function) on each dataset for best performance.
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(a) Ground truth labeling of the Raglan Castle image pair. Red crosses are outliers.

(c) Pure random sampling.

(b) RCM.

(d) Pure spatial sampling.

(e) Multi-GS [29].

Fig. 6: Multi-homography detection on Raglan Castle. (a) The ground truth labeling with 11 unique structures. Final
labeling using (b) RCM, (c) random sampling, (d) pure spatial sampling and (e) Multi-GS. Outliers are marked as red
crosses.
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Fig. 7: This figure is best viewed in color. Evolution of objective function value by Algorithm 1 using different sampling
schemes, (a) without and (c) with local parameter refinement (Sec. 3.1) and exploration of unexplained regions (Sec. 4.2).
The probability of hitting all-inlier subsets for different sampling methods as Algorithm 1 progresses is displayed in (b).

Except for RCMSA and ARJMC, the others are by
design two-stage methods (see Sec. 2.2). To enable objective benchmarking the two-stage methods are conducted as follows: Sampling is conducted to produce
hypothesis sets H of sizes M = 100, 200, . . . , 1000.
For each hypothesis set the fitting/optimization is
performed until termination, and we record the fitting error (the precise metric will be defined below)
and time elapsed inclusive of the sampling duration
(note: for each M we tune our competitors to return the
correct number of structures). For RCMSA and ARJMC,
the fitting error and duration is simply recorded at
iterations 10, 20, . . . , 1000. Note that all the methods
require hypothesis generation; for our competitors
we use Multi-GS [29] which is one of the most
efficient algorithm available. RCM is not naturally
implementable on two-stage methods.

6.2.1

Error metric and post-processing of labels

Since the methods optimize different fitting criteria,
we compare them using segmentation error which
penalizes wrongful assignments as outliers/inliers and
incorrect groupings of inliers:
SE(f ) = min
Γ

N
1 X
δ(fiΓ 6= fi∗ )
N i=1

(8)

where f ∗ are the true labels, δ(·) is the delta function,
and Γ is a permutation on f which leaves the zero elements unchanged, while the non-zero elements have
their values permuted. Function (8) also penalizes
f which contains the wrong number of structures
(which may happen at the early stages of RCMSA).
The metric (8) is not optimized by any of the
methods; note that (8) differs from the fitting error (2)
minimized by our method. Although (2) depends on
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TABLE 1: Summary statistics (median) and two sample (left-tailed) t-tests (RCMSA versus others) over 50 repetitions on
two-view motion segmentation. For each run, we record the lowest SE achieved within 1000 iterations/hypotheses and
the time when the lowest SE was achieved (SE in percent, time in seconds). On each dataset, the lowest median SE and
time among all methods are bolded; p-values smaller than 0.01 (significance level) are in italics. S = number of structures;
I = number of inliers; and O = number of outliers.
Datasets
Biscuitbookbox
S=3, I=162, O=97

Boardgame
S=3, I=166, O=113

Breadcartoychips
S=4, I=155, O=82

Breadcubechips
S=3, I=149, O=81

Breadtoycar
S=3, I=110, O=56

Carchipscube
S=3, I=105, O=60

Cubebreadtoychips
S=4, I=239, O=88

Dinabooks
S=3, I=205, O=155

Toycubecar
S=3, I=128, O=72

Segmentation Error
Running Time
Segmentation Error
Running Time
Segmentation Error
Running Time
Segmentation Error
Running Time
Segmentation Error
Running Time
Segmentation Error
Running Time
Segmentation Error
Running Time
Segmentation Error
Running Time
Segmentation Error
Running Time

Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value

a set of labels, it is primarily driven by the structure
parameters Θ and is concerned with the assignment
of data to structures and not groupings of data.
In any case, before evaluating (8) we perform αexpansion (see Sec. 3) on the optimized Θ of all
competitor methods to obtain the best labeling f for
the error metric. This post hoc optimization of labels
marginally reduces the error of our competitors (such
a postprocessing was not applied in the experiments
of our earlier work [26], thus the performance of our
competitors appear to be better here than in [26]).
6.2.2 Two-view motion segmentation
Consider two views of a dynamic scene where a
number of objects have moved between the views. Let
there be N correspondences {xi }N
i=1 across the views,
where each xi = (x1i , x2i ) contains matched features
in homogeneous coordinates. The problem of motion
segmentation is to segment the matches into a number
of distinct motions, as well as to identify the false

PEARL
8.11
2.17e-01
2.51
2.70e-25
16.85
7.36e-22
3.16
4.45e-13
12.24
5.46e-06
2.84
2.95e-18
9.57
9.78e-01
2.76
1.36e-32
10.24
3.03e-06
1.94
2.22e-28
10.30
2.58e-35
2.28
2.35e-12
9.02
3.42e-01
3.55
5.07e-15
19.17
1.32e-04
3.77
1.38e-18
12.00
2.24e-01
2.60
2.77e-15

QP-MF
7.72
8.79e-01
5.59
9.92e-25
17.20
7.93e-18
5.74
4.56e-21
10.97
1.19e-01
6.51
6.88e-24
6.96
1.00e+00
4.37
1.01e-25
8.73
7.37e-01
4.93
4.82e-23
9.09
1.62e-19
3.78
5.78e-22
7.34
1.00e+00
6.37
3.24e-24
17.78
1.76e-01
4.77
1.17e-22
10.50
9.63e-01
4.47
2.81e-17

FLOSS
11.58
1.45e-11
3.76
3.60e-35
17.92
3.82e-22
5.91
2.31e-23
15.82
5.26e-18
5.29
5.49e-33
11.74
1.12e-02
4.16
2.29e-35
11.75
2.37e-10
3.54
6.06e-35
16.97
6.01e-30
3.66
6.90e-14
11.31
1.63e-05
6.15
2.68e-31
20.28
4.44e-09
7.19
4.40e-17
13.75
1.08e-04
5.04
1.72e-16

ARJMC
11.58
5.81e-12
0.40
7.32e-06
19.35
3.76e-29
1.00
5.19e-09
13.92
1.96e-12
1.35
1.73e-10
10.43
2.13e-01
0.55
1.63e-07
10.84
3.42e-06
0.85
6.31e-13
15.76
6.26e-31
0.43
3.72e-03
9.94
2.05e-02
1.36
2.90e-09
20.56
1.10e-08
1.32
7.05e-09
13.50
2.00e-03
0.38
9.11e-07

RCMSA
7.72
x
0.16
x
12.90
x
0.23
x
9.92
x
0.35
x
9.78
x
0.18
x
8.73
x
0.12
x
4.85
x
0.24
x
8.87
x
0.25
x
17.50
x
0.38
x
11.00
x
0.13
x

matches not belonging to any motion. The number of
motions must also be estimated. Each motion (structure) is modeled by a fundamental matrix F ∈ R3×3
which describes the epipolar constraint (x2i )T Fx1i =
0 on the matches arising from that motion. Using
DLT [33] for estimation, F can be instantiated from
a minimum of 8 matches (the rank of each estimated
F is also enforced to be 2). The residual r(xi , F) is
computed as the Sampson distance [33].
In this experiment, we use image pairs from the
AdelaideRMF dataset [34]2 where keypoints were detected and matched using SIFT. Ground truth segmentation is also provided. We use only image pairs with
3 or more unique motions to better differentiate the
methods. Fig. 8 depicts the evolution in minimizing
SE within a 10s window for a subset of the image
pairs (note that some of the methods do not terminate within 10s). Our method is able to achieve the
2. http://cs.adelaide.edu.au/˜hwong/doku.php?id=data
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TABLE 2: Summary statistics (median) and two sample (left-tailed) t-tests (RCMSA versus others) over 50 repetitions on
multi-homography detection. For each run, we record the lowest SE achieved within 1000 iterations/hypotheses and the
time when the lowest SE was achieved (SE in percent, time in seconds). On each dataset, the lowest median SE and time
among all methods are bolded; p-values smaller than 0.01 (significance level) are in italics. S = number of structures; I =
number of inliers; and O = number of outliers.
Datasets
Bonython Hall
S=6, I=1002, O=66

Jonhsona
S=4, I=295, O=78

Merton Colleges 1
S=5, I=1503, O=437

Merton Colleges 3
S=6, I=1707, O=275

Raglan Castle
S=11, I=2420, O=214

Unionhouse
S=5, I=1739, O=345

Segmentation Error
Running Time
Segmentation Error
Running Time
Segmentation Error
Running Time
Segmentation Error
Running Time
Segmentation Error
Running Time
Segmentation Error
Running Time

Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value
Median
p-value

lowest error in less than 1s. Fig. 9 provides qualitative
comparisons on a subset of the datasets.
To examine the repeatability of the results, we perform 50 runs for all methods on each dataset, where
run is given 1000 iterations. To evaluate a particular
run, we record the lowest segmentation error achieved
within the run, and the time at which that error was
achieved. We then take the median of these values
over 50 runs. Table 1 shows the results. While the
accuracy of all methods are comparable, our method
is the fastest on almost all the cases.
To ensure that the results above are statistically
significant, we compare our method with the others
using two-sample t-tests (based on the 50 recorded
error and time values of each method). The null
hypothesis is that the two methods (e.g., RCMSA vs
PEARL) are equally accurate/fast, while the alternative hypothesis is that our method is significantly
either better (left-tailed) or worse (right-tailed). The
significance level of 0.01 is imposed. Table 1 reports
the computed (left-tailed) p-values, where less than
0.01 means that the null hypothesis is rejected (full
results with right-tailed tests can be found in the supplementary material). While some of the differences
in segmentation error are not significant, the results
conclusively show that our method is indeed faster.
6.2.3 Multi-homography detection
Consider two views of a static scene which contains
a number of planes. Given a set of point matches

PEARL
18.63
1.13e-18
18.30
1.87e-17
5.63
5.68e-34
7.61
1.21e-21
8.12
4.49e-37
32.12
4.04e-17
6.53
1.99e-21
27.59
4.08e-14
22.89
3.54e-37
29.30
8.44e-11
5.18
4.11e-17
22.47
3.89e-14

QP-MF
14.42
5.06e-15
42.52
6.79e-16
23.19
4.91e-32
19.60
2.67e-11
7.09
6.41e-16
43.48
2.97e-21
8.65
1.37e-24
80.93
4.01e-15
29.82
1.20e-27
49.65
7.08e-15
4.75
2.07e-15
62.89
8.31e-25

FLOSS
15.68
2.78e-19
31.81
8.33e-25
6.17
3.36e-30
13.71
6.11e-22
7.96
1.20e-24
59.55
3.25e-28
5.95
1.52e-14
72.07
7.31e-38
19.17
1.72e-38
112.19
2.07e-69
4.56
3.75e-02
83.01
3.80e-37

ARJMC
13.34
3.38e-10
5.60
1.10e-12
4.02
5.49e-09
2.38
7.33e-08
5.85
4.55e-18
7.27
2.96e-09
4.39
1.64e-11
13.63
3.21e-20
22.63
2.29e-24
8.17
7.37e-01
7.20
8.37e-17
15.73
1.30e-48

RCMSA
8.80
x
2.00
x
2.14
x
0.87
x
3.35
x
2.75
x
3.58
x
3.77
x
1.06
x
8.61
x
3.79
x
5.39
x

1
2
{xi }N
i=1 across the two views, where xi = (xi , xi ),
3×3
a homography H ∈ R
relates points lying on the
same plane by x̃2i ∼ Hx̃1i , where x̃ is x in homogeneous coordinates, and ∼ denotes equality up to scale.
Our goal is to recover the homographies, segment the
points matches according to the homographies and
identify the false matches. The number of homographies is unknown and must also be estimated. Using
DLT for estimation, H can be instantiated from at least
4 point matches. The residual r(xi , H) is computed as
the Sampson distance [33].
We test on image pairs from AdelaideRMF [34] and
Oxford Visual Geometry Group3 (we chose Raglan
Castle and Merton College 1 and 3 since these have 3 or
more distinct homographies). On the Oxford images
SIFT features were detected and matched. Ground
truth segmentation was established manually. Fig. 10
shows the progress of the methods in minimizing SE
within a 30s window on a subset of the data (not all
methods terminate within 30s). The results indicate
that RCMSA is the most efficient. Fig. 11 provides
qualitative comparisons on a subset of the data.
Table 2 shows summary statistics over 50 repetitions on a subset of all tested datasets. Full results
can be found in the supplementary material. As in
Sec. 6.2.2 we record the lowest segmentation error
achieved within 1000 iterations of each run, and the
time at which that error is obtained. Median values

3. http://www.robots.ox.ac.uk/˜vgg/data/data-mview.html
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Fig. 8: Comparing efficiency on two-view motion segmentation on a subset of the data. The graphs show the evolution
of SE versus run time within a 10s window. Not all methods complete 1000 iterations in 10s. Best viewed in color.

(a) Ground truth

(b) RCMSA

(c) QP-MF

(d) PEARL

(e) FLOSS

(f) ARJMC

Fig. 9: Qualitative comparisons on motion segmentation on a subset of the datasets, namely breadcartoychips, cubebreadtoychips, and biscuitbookbox in top-down order (only one of the two views are shown). Note that in this figure, the label
postprocessing step in Sec. 6.2.1 is not applied (the step is applied in Table 1 and Fig. 8).

and p-values over 50 runs are shown. Our method is
again visibly the fastest. Comparing Figs. 8 and 10,
it is clear that the gap in performance between our
method and the others is larger in homography fitting.
Qualitatively, notice in Fig. 11 that only RCMSA correctly detects all the evident planes in Merton College
I and Unionhouse while the others are just able to
detect the dominant ones. A primary factor is that the
homography data contains a higher number of true
structures (cf. Tables 1 and 2). Secondly, the number of
matches {xi }N
i=1 on the homography data also tends
to be bigger. This suggests that our method is able to
provide superior efficiency under more difficult data.
6.3

Failure cases

We also investigate the circumstances in which our
method fails to detect all structures. Figs. 12(b)
and 12(d) show failures on Bonython Hall and Merton
College 3. The undetected structures have extremely
small populations relative to the other structures—
very few SIFT features are extracted from these structures; this may happen due to small physical size or
lack of textures on the surface. Moreover, the inliers
of the undetected structures are far apart, and this

challenges the spatial smoothness assumption. Note
that this weakness also affects the other methods, and
may be exacerbated by minimal subset sampling.

7

C ONCLUSION

In this paper we argued that hypothesis generation
based on larger-than-minimal data subsets is helpful
towards geometric fitting. We proposed an approach
based on RCMs to sample meaningful clusters of
the data which can be used to hypothesize accurate
model hypotheses. Applied in the context of our simulated annealing based geometric fitting algorithm, we
showed RCM provides significant gains in optimization speed compared to other minimal subset samplers. Relative to other geometric fitting approaches,
our algorithm more effectively combines hypothesis
generation and label optimization to yield highly competitive accuracy using lower computational effort.
Extensive experiments on motion segmentation and
multi-homography detection demonstrate the superior efficiency of our approach.
Our future work is to investigate relaxations of the
spatial smoothness assumption, required by our RCM
hypothesis generator, since such an assumption is not
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Fig. 10: Comparing efficiency on multiple homography detection on a subset of the data. The graphs show the evolution
of SE versus run time within a 30s window. Not all methods complete 1000 iterations in 30s. Best viewed in color.

(a) Ground truth

(b) RCMSA

(c) QP-MF

(d) PEARL

(e) FLOSS

(f) ARJMC

Fig. 11: Qualitative comparisons on multi-homography detection on a subset of the datasets, namely Johnsona, Merton
College 1, and Unionhouse in top-down order (only one of the two views are shown). Note that in this figure, the label
postprocessing step in Sec. 6.2.1 is not applied (the step is applied in Table 2 and Fig. 10).
Undetected plane

Undetected plane

(a) True labels of Bonython Hall

(b) Labels obtained by RCMSA. (c) True labels of Merton College 3 (d) Labels obtained by RCMSA.

Fig. 12: Two examples where our method fails to recover all the structures in multi-homography detection. (a)(c) show the
true labels. (b)(d) are the final labelling results of RCMSA. The undetected homographies correspond to structures with
extremely small populations relative to the other structures (i.e., very few SIFT features are detected in these planes).

true in the general geometric fitting. One possibility
is to exploit other data affinity measures, rather than
using spatial proximity, to build the graphs. For example, one can learn “dynamic” graphs of which both
edges and weights are updated on-the-fly such that
more relevant connections can be made for the data.
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