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Abstract— Modern SLAM systems with a depth sensor are
able to reliably reconstruct dense 3D geometric maps of indoor
scenes. Representing these maps in terms of meaningful entities
is a step towards building semantic maps for autonomous
robots. One approach is to segment the 3D maps into semantic
objects using Conditional Random Fields (CRF), which requires
large 3D ground truth datasets to train the classification
model. Additionally, the CRF inference is often computationally
expensive. In this paper, we present an unsupervised geometricbased approach for the segmentation of 3D point clouds into
objects and meaningful scene structures. We approximate an
input point cloud by an adjacency graph over surface patches,
whose edges are then classified as being either on or off. We
devise an effective classifier which utilises both global planar
surfaces and local surface convexities for edge classification.
More importantly, we propose a novel global plane extraction
algorithm for robustly discovering the underlying planes in the
scene. Our algorithm is able to enforce the extracted planes
to be mutually orthogonal or parallel which conforms usually
with human-made indoor environments. We reconstruct 654 3D
indoor scenes from NYUv2 sequences to validate the efficiency
and effectiveness of our segmentation method.

I. INTRODUCTION
For a robot to interact within an unstructured environment,
it will often need to build a rich map of its surroundings, in
order to plan and to act in a world which is semantically
labelled. Although SLAM (simultaneous localisation and
mapping) has seen a significant progress, in the last decades,
the reconstructed map is usually simply a set of 3D points
in which information about objects, surfaces, boundaries are
not preserved or even extracted. In this work, we present
progress towards building more meaningful maps for indoor
SLAM systems using a depth sensor.
Unlike 2D (or 2.5D) images, full 3D scenes fused from
multiple views contain much more valuable information
about objects and scene structures. Work in [1] has shown
that a classifier that has access to full 3D models results in
better semantic segmentations than using single-view point
clouds. However, to exploit full scene context (rather than
simple smoothness priors), modern 3D semantic segmentation methods (e.g., [2], [1], [3]) resort to sophisticated
probabilistic graphical models to encode complex contextual
relationships of different objects and geometric features.
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Prior to testing, one has to train these graphical models
using a large amount of 3D ground truth annotated point
clouds. Unfortunately, manually annotating 3D data requires
much more human effort and time than that of 2D images.
Moreover, the training and inference processes of these
models are usually computationally expensive, and mostly
unsuitable for real-time systems.
In this work, we present an unsupervised geometric-based
method to segment 3D point clouds into objects, such as
chairs or tables, and into scene structures like walls and
floors, purely using geometric information. We leave the
semantic class recognition as a separated post-processing
step, which is not the focus of this work. In particular, we
employ a graph clustering algorithm, in which the graph is
constructed over local surface patches, and edges connecting
adjacent regions are classified into the same or different
objects. Effectively, this graph clustering process will segment the input point cloud into objects. We propose an
simple edge classifier which effectively exploits global scene
planar surfaces (e.g., wall, floor, table top) and local surface
convexities. Fig. 1 shows the overview of our segmentation
approach.
An important contribution in this work lies on a novel
global plane fitting algorithm which is able to extract geometrically consistent planes in 3D scenes. Indoor environments
often admit special structures, for instance, walls are orthogonal to the floor. Therefore, a robust plane fitting algorithm
should guarantee such geometric consistencies. Note that it
is not possible to enforce such regularities if one extracts
planes individually, for instance using sequential RANSAC.
In contrast to this, our global approach extracts all underlying
planes jointly, and balances goodness-of-fit and consistent
arrangement between extracted planes. We formulate the
plane extraction task as minimizing a global pairwise energy function which jointly considers plane fidelities and
geometric consistencies between planes. We approximate the
continuous space of planes by a set of plane candidates, and
introduce an energy function over binary variables whose
values indicate which of all possible plane proposals are
selected. We use the local sub-modularization approximation
method [4] for efficient inference.
In summary, our main contribution is twofold: 1) We
present a simple graph clustering based segmentation method
for full 3D indoor scenes, in which the edge classifier
considers both global planar surfaces and local surface
convexities; and more importantly 2) We propose a novel
plane fitting algorithm which is capable of reliably extracting
consistent planar surfaces in the scenes. We reconstructed a

Fig. 1. A conceptual overview of our approach. We take a sequence of RGB-D images as input to reconstruct a dense indoor scene. Using our global
plane fitting algorithm, we extract a set of geometrically consistent planes from the scene, which together with local surface convexities are used for scene
segmentation via a graph clustering algorithm.

total of 654 3D scenes using NYU v2 RGB-D sequences
to validate the effectiveness of our approach. Experimental
results show that our approach greatly outperforms many
popular unsupervised 3D scene segmentation algorithms.
The source code is available online at https://github.
com/MarkusEich/cpf_segmentation
II. RELATED WORK
A. Unsupervised Methods
Unsupervised segmentation of 3D point clouds into objects has been studied extensively in computer vision and
robotics [5], [6], [7], [8]. This is a preliminary step toward
semantic scene understanding. Early approaches [5], [6]
rely on RANSAC to fit and remove planes (and possibly
other primitive shapes such as spheres, cones) from the
point clouds, then isolate objects using Euclidean clustering.
One drawback of these approaches is that the results are
non-deterministic and sensitive to the choice of parameters.
Moreover running RANSAC sequentially to detect multiple
planes is widely known sub-optimal since the inaccuracies in
detecting the first planes will heavily affect the subsequent
planes. In other words, there is no guarantee that the detected
planes will correspond to the underlying planar surfaces in
the scenes. Our plane fitting algorithm favourably returns
planes corresponding to the indoor scene structures such as
floor, walls, ceilings. Planar surfaces such as backs of the
lounge chairs will not be extracted.
Multi-model fitting algorithms (e.g., [9], [10]) have been
widely studied to fit multiple models simultaneously, however almost all of these works fail to consider geometric
priors during fitting. Some exceptions such as [11], [12] encode geometric priors using multi-label higher-order Markov
Random Fields (MRF) which is hard to optimise. In contrast,
our proposed plane fitting algorithm detects all the planes
jointly, and at the same time favours consistent (orthogonal,
parallel) arrangements of the extracted planes. Unlike [11],
[12], our formulated energy is binary and pairwise, which is
much simpler and admits efficient approximate optimisation
algorithms (e.g., [4], [13]).
Recently, Stein et al. [14] presented a simple but efficient
algorithm for object segmentation without relying on plane
fitting. The idea is to classify every adjacent pairs of local
surface patches into convexity or concavity using normals
estimated from the surface patches. Concavity relations indicate the pairs of surface patches coming from different

objects. Effectively, the convexity/concavity classification
will partition the scene into different objects and object
parts. Similar idea has been done in [15]. However, point
clouds from full room-scale scenes are often noisy as a depth
sensor hardly captures correct depth information for distant
objects. Therefore, normal estimation in such data can be
imprecise, leading to wrong convex/concave classification.
Our approach, in contrast, makes use of both global scene
structures (e.g., supporting planes) as well as local convexity
information for segmentation.
B. Supervised Methods
Supervised 3D semantic segmentation using joint segmentation and recognition, has attracted much interest recently [16], [1], [2], [3]. Similar to 2D semantic labelling
techniques, 3D methods learn a classification model from
training data to predict a semantic class for every 3D
element (e.g., 3D point, surfel). Graphical models, like CRF
is often employed to capture scene features and complex
relationships between different class labels. Unlike 2D (or
2.5D) images, full-scene 3D point clouds inherently carry
rich contextual information, such as correlations between
object classes, which is beneficial for the label prediction
task. However, encoding such contextual information requires complex graphical models, leading to difficult learning
and inference problems. For example, the label inference
done in [1] takes over a minute to complete. Nevertheless,
near real-time performance can be achieved if the graphical
models consider only Gaussian potentials (e.g., [17], [18]),
which limits the capability of encoding rich scene context.
In contrast to the above-mentioned approaches, our work
focuses only on the segmentation task, however the method
is completely unsupervised and requires no training. Once
segmented, each segment can then be analysed for shape,
structure and spatial relationships [19] for semantic labelling.
Deep-learning based 3D object recognition systems like [20]
can also be applied.
III. G RAPH C LUSTERING BASED 3D S EGMENTATION
Given a 3D indoor map reconstructed from a sequence
of RGB-D images, our system first approximates the 3D
geometric map by a set of surface patches and extracts
a set of geometrically consistent supporting planes using
a global energy minimization algorithm (see Sec. IV). To
segment the scene, we build an adjacency graph over the
surface patches, then classify each pair of surface patches

into the same or different objects using local concavity and
the extracted planes. This classification process will result in
a set of connected components, each of which corresponds
to either an object (i.e., chair), object part (i.e., top table) or
a scene structure (i.e., wall, floor).

classification. After classification, we remove all OFF edges
from the adjacency graph G, resulting in a number of subgraphs, each of which represents either a scene structure or
an individual object.

A. Surface Patch Approximation

Detecting planar surfaces from point clouds is actually a
common problem in computer vision and robotics. In fact,
RANSAC has been widely used to fit a plane model into a
set of 3D points. Indoor scenes usually compose of a variable
number of planes; a standard approach to detecting them all
is to run RANSAC sequentially until no more plane can be
found. In contrast to this, we present a novel algorithm to
detect jointly all planes in a scene. Our method prefers every
pair of planes to be either orthogonal or parallel to each
other. These geometric regularities agree well with indoor
scene layouts or human made structures.
To that end, our plane extraction algorithm first samples
a collection of potential plane hypotheses and then selects a
subset that minimizes a global energy function, which jointly
encodes plane qualities and pairwise consistencies.

As the reconstructed point cloud contains several millions
of points, we represent the point cloud by a collection of
small supervoxels to reduce the computational cost. We used
the supervoxel segmentation method proposed in [21], which
over-segments the input point cloud into a set of surface
patches V = {vi }N
i=1 , of which each contains a centroid
ci , a normal vector ni and curvature ui . The method returns
also an adjacency graph G = {V, E} defined over the surface
patches V; E = {eij } is the set of edges connecting adjacent
surface patches. We use the resulting graph for our scene
segmentation.
B. Graph based Scene Segmentation
Given the adjacency graph G = {V, E}, object separation can be formulated as a graph partitioning problem.
Specifically, edges are classified into ON or OFF based on
their object memberships. This means that edges connecting
pairs of nodes coming from the same objects are labelled
as ON, otherwise as OFF. Removing OFF edges from the
graph results in a number of connected components, which
represent individual objects or object parts.
In a recent work [22], edges are classified as either convex
(ON) or concave (OFF). The edge convexity (or concavity)
is computed using the normals estimated at the two points.
However, the estimated normals can be very imprecise,
especially at object boundaries or when the point cloud
is noisy. This can lead to incorrect convexity (concavity)
classification, and subsequently results in unreliable object
partitioning. Alternatively, in this work we classify these
edges into ON or OFF using the scene supporting planes
in addition to local convexity information. Intuitively, if two
connected surface patches belong to the same 3D plane, they
are likely from the same object. If only one of the pair is
on the plane, clearly they belong to two different objects.
In the case where the two neighbour surface patches do not
belong to any plane, we need to consider their local convexity
relation for classification.
Now assume that we have extracted a set of K supporting
planes from the input scene {p1 , p2 , . . . , pK }, and surface
patches have been assigned to these planes. We denote the
assignment using labelling variables {li }N
1 ; li ∈ [0, K]; li =
0 means that surface patch i does not belong to any plane.
Our proposed edge classification function f is defined for all
eij ∈ E as follow:


1 if li = lj & li 6= 0
f (eij ) = 1 if li = lj = 0 & gcv (vi , vj )
(1)


0 otherwise,
where 1 is ON, 0 is OFF. gcv (vi , vj ) is a convexity classifier. We refer readers to [22] for detailed convex/concave

IV. G EOMETRICALLY C ONSISTENT P LANE E XTRACTION

A. Plane Hypothesis Generation
A simple method for generating plane candidates is to fit
3D plane models onto randomly sampled minimum subsets
of points. However, to ensure the adequacy of the hypothesis
set, one would need to sample a huge number of minimal subsets, which is time-consuming and also increases
the computational effort for the energy minimization latter.
Here we propose to generate plane candidates using surface
patches. As mentioned earlier, the input point cloud has
been over-segmented into a set of surface patches, of which
each represents a local surface of the scene with a centroid,
a normal vector and curvature. We select surface patches
with small curvatures to generate planes using centroids
and normal vectors. We further enrich the hypothesis set by
randomly sampling subsets of the centroids.
B. Model Selection
Given M plane candidates H = {p1 , p2 , . . . , pM }, we
seek a subset that simultaneously fits the data well, and
contains a regular arrangement of planes. We formulate the
plane selection problem as an energy minimization task:
P ∗ = arg min E(P),

(2)

P⊂H

where the energy E(P) simultaneously encodes goodnessof-fit and geometric consistency. In this work, our fitting
energy is defined as:
X
X
E(P) =
D(pm ) +
V (pm , pn ).
(3)
pm ∈P

pm ,pn ∈P

D(pm ) measures the fidelity of plane pm . V (pm , pn ) models
the geometric consistency between pm and pn .
Specifically, the function D(pm ) evaluates how well the
plane pm fits to the input point cloud. Given a noise threshold
σ, we first compute a set of surface patches (inliers) associated with plane pm , i.e., Ipm = {vi ∈ V | r(ci , pm ) < σ},

where r(ci , pm ) is the distance of the surface patch centroid
ci to plane pm . We then define:
(
|I
|
1 − pλm
if |Ipm | < λ
D(pm ) =
(4)
λ−|Ipm |
exp( λ ) if |Ipm | ≥ λ

is the smoothness cost. The data cost function is constructed
as:
(
r(cn , pln ) if ln ∈ [1, L]
U (vn , ln ) =
(9)
2σ
if ln = 0,

where |.| is the cardinality function, and λ is the minimum
number of inliers of a good plane. We set σ = 5 cm and
λ = 50.
The function V (pm , pn ) will take care of the geometric
consistency between planes. In this work, we seek the regular
inter-plane relations as orthogonality and parallelism. Hence,
for each irregular pair of planes, a penalty cost is paid which
is

where r(cn , pln ) measures distance from centroid point cn
to plane pln , σ is the noise threshold described earlier. The
smoothness cost is defined as the Potts model
(
1 if li = lj
V (li , lj ) =
(10)
0 otherwise.

V (pm , pn ) = 1 − exp(

−Â(pm , pn )
).
α

(5)

Â(pm , pn ) = min(90 − A(pm , pn ), A(pm , pn )), and
A(pm , pn ) ∈ [0, 90] is the angle between pm and pn . α
is standard (angle) deviation. We set α = 10.
Furthermore, we enforce the overlap between two planes
as small as possible to avoid redundant planes. The final
pairwise energy becomes:
V (pm , pn ) = 1 − exp(

−Â(pm , pn )
|Ipm ∩ Ipn |
)+
.
α
min(|Ipm |, |Ipn |)
(6)

Above, we have defined our fitting energy function. Next
we will show how to efficiently solve optimisation problem
(2), which is NP-hard in general. Minimizing the energy
function (3) corresponds to minimizing the following binary
function:
E(X) =

M
X

X

D(pm )xm +

V (pm , pn )xm xn

(7)

pm ,pn ∈P

m=1

where X = [x1 , x2 , . . . , xM ] is a vector of binary variables,
in which xm = 1 indicates that the plane candidate pm
is selected. Although the energy (7) is, in general, nonsubmodular [23], and thus the minimization is still a NP-hard
problem, the energy (7) is binary, which can be optimised
efficiently using the local submodularisation method [4].
C. Point-to-Plane Assignment
We have now extracted a set of K planes P ∗ =
{p1 , p2 , . . . , pK } from the scene, and each plane pk ∈ P ∗ is
associated with a set of inliers Ipk . In practice there could
be a single surface patch belonging to two different planes,
which makes the scene segmentation difficult. By assuming
the underlying scene surface is smooth, the inlier sets can be
refined by optimizing the objective function of assignment
variables L = [l1 , l2 , . . . , lN ] (one for each surface patch):
E(L) =

N
X
n=1

U (vn , ln ) +

X

S(li , lj ).

(8)

<i,j>∈E

Each ln takes value in [0, K], which indicates surface patch
vn belonging a plane pln (ln = 0 indicates vn coming from a
non-plane structure.) U (vn , ln ) is the data cost and S(li , lj )

Since the number of surface patches N and number of
planes K are relatively small, the energy (8) can be optimised
very efficiently using the fast graph-cut based expansion
move algorithm [24].
V. EXPERIMENTS
A. Dense 3D Point Cloud Reconstruction
In order to show the robustness of our approach, we
reconstruct 654 3D geometric models (3D scenes) using the
raw NYUv2 dataset [25]. Specifically, we select 200 frames
around each ground truth labelled image to reconstruct the
scene using efficient InfiniTAM [26], which is an open source
implementation of Kinect-Fusion [27].
B. Performance Evaluation
We tested our scene segmentation approach on the reconstructed scenes. As there is no proper 3D benchmarking
available, quantitative evaluation of our method is difficult.
Thus we re-project the 3D segmentation results to 2D ground
truth images for performance evaluation. However it is
important to note that due to errors in camera pose estimation
during reconstruction as well as errors in calibration between
depth camera and rgb camera, the re-projected images often
do not align properly with the ground truth images. This
would leads to lower performance compared to methods
working directly with 2D images. Also, as our segmentation method is unsupervised, we only compare our method
directly against geometric-based methods. Specifically, our
baseline is the popular RANSAC based method, and the
recent convexity based object partitioning method [14], denoted as LCCP. Note that in [14] the authors have shown that
LCCP works better many machine-learning based methods.
For quantitative comparison, we use the popular overlapping criteria proposed in [28]. Specifically, for a given
image, let G = {G1 , G2 , . . . , GM } be a set of ground truth
annotated regions, and S = {S1 , S2 , . . . , SN } be a set of
predicted segments, respectively. The overlap and weighted
overlap scores are computed as follow:


1 X
|Gm ∩ Sn |
O=
max
,
(11)
M m Sn
|Gm ∪ Sn |
X
1
|Gm | max
Sn
m |Gm | m

WO = P



|Gm ∩ Sn |
|Gm ∪ Sn |


,

(12)

(a) 3D scene

(b) RANSAC

(c) LCCP [14]

(d) OURS

Fig. 2. Qualitative comparison results using bedroom-0019 sequence in NYUv2 dataset. Notice that LCCP method fails to separate bed, bedside table
and blinds, while the yellow cluster returned by RANSAC does not correspond to any true object.

(a) 3D scene

(b) RANSAC

(c) LCCP [14]

(d) OURS

Fig. 3. Qualitative comparison results using livingroom-0088 sequence in NYUv2 dataset. Again the yellow clustered returned by RANSAC spreads over
multiple objects, while LCCP is unable to partition the left wall and cabinet.

(a) 3D scene

(b) RANSAC

(c) LCCP [14]

(d) OURS

Fig. 4. Qualitative comparison results using diningroom-0001 sequence in NYUv2 dataset. Notice that RANSAC fits a plane to the back of the lounge
chair, while LCCP merges table and chairs.

where |Gm | is the pixel area of Gm . The scores are averaged
over 654 scenes.
Tab. I reports the comparison results. It can be seen that
our method outperforms all the other methods. Moreover, the

last column in Tab. I also shows that our method is significant
faster than RANSAC based method while slightly slower
than the LCCP. Samples of qualitative comparison results
are shown in Figs 2, 3, 4.

Methods
RANSAC
LCCP [14]
OURS

Unsupervised
Unsupervised
Unsupervised

Weighted Overlap (%)
43.58
45.90
47.56

Unweighted Overlap (%)
20.03
24.95
30.27

Running time
5-10 mins
2-4 seconds
3-6 seconds

TABLE I
C OMPARISON OF DIFFERENT SEGMENTATION METHODS USING 654 SCENES RECONSTRUCTED FROM NYU V 2 SEQUENCES .

C. Running Time Analysis and Discussion
We have demonstrated the efficacy of our 3D scene segmentation framework using offline reconstructed data. The
ultimate goal is, however, a real-time joint segmentation and
reconstruction system. While our running time in the above
experiment ranges from 3 to 6 seconds, the segmentation
were performed on large scenes reconstructed from 200
frames. The computational cost will significantly reduce if
one considers only a small number of frames, and propagates
the segmentations incrementally. For example, in [1] only
8-9 frames are used. In fact, with single-view point clouds,
our method takes approximately 70ms. Furthermore, a major
computational cost of our method devotes for surface patch
approximation. This cost will be zero if one resorts to SLAM
systems like ElastisFusion [29] where dense surfel-based
maps are reconstructed directly.
VI. CONCLUSIONS
We have introduced a simple but effective model-free
framework for 3D scene segmentation, which productively
exploits geometric regularities of 3D indoor scenes. The main
contribution of this work is a novel algorithm for jointly
extracting all possible underlying planes in 3D scenes using
an energy minimization approach. Importantly our algorithm
ensures that the extracted planes are geometrically consistent
with the scene structures by enforcing orthogonal and parallel
constraints between pairs of planes. Furthermore, we showed
how these extracted planes can be closely integrated with
local surface convexities for scene segmentation using a
simple graph clustering algorithm. The experimental results
demonstrate that our proposed approach greatly outperforms
the standard RANSAC based method, as well as state-of-theart unsupervised scene segmentation methods.
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